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Introduction

Database design theory is the scientific foundation for database design, just as the relational model is the scientific foundation for database technology in general.  Thus, design theory, including the principles of normalization in particular, is a necessary and integral part of any education in database technology.  But the course proposed here (like the book on which it’s based) differs from most existing courses in at least one important respect.  Today’s courses can typically be divided into two broad categories—those that are aimed at practitioners and pay scant attention to the underlying theory, and those that focus on the theoretical formalism and tend to be excessively academic in tone.  This course bridges the gap:  Its primary focus is on theory rather than practice, but it explicitly covers that theory in a way that practitioners should be able to understand, and it shows what the practical significance of that theory is.  More specifically, it builds on the premise that in order to do design properly—in order to build databases that are as robust, flexible, and accurate as they’re supposed to be—then there’s simply no alternative to coming to grips with design theory.  The trouble is, however, design theory (at least from the practitioner’s point of view) is riddled with terms and concepts that seem to be difficult to understand and don’t seem to have much to do with design as actually done in practice.  For that reason, the course overall consists of a judicious blend of the formal and the informal.  In other words, it provides a gentle introduction to the theory, so that:  

a.
Students can use important theoretical results to help them actually do design, and 
b.
Students will be able to study the research literature and understand it.  

The book on which the course is based—which should be provided to students as a text—includes exercises at the end of each chapter, and answers are given at the back of the book.  Some exercises are intended to show how to apply the theoretical ideas in practice; others provide (in the answers if not in the exercises as such) additional information on the subject matter, over and above what’s covered in the main body of the text; and still others are meant (for example, by asking for a proof of some simple theoretical result) to give some understanding as to what’s involved in “thinking like a theoretician.”  Overall, the course provides insight into what design theory is and why it is the way it is.  
Prerequisites

Students should be reasonably familiar with relevant aspects of the relational model (though the course does include a review of the aspects in question).  

What Students Will Learn 

On completion of this course, students will:  

(
Understand, and be able to apply, the scientific principles of normalization and orthogonality that underlie design practice 
(
Know which normal forms are important, how they differ from one another, and how to achieve them 
(
Understand dependencies and the concepts of dependency inference and dependency preservation 
(
Generally, understand the contributions (and the limitations) of design theory 
Course Duration
Around 10 to 12 lecture hours, not including exercises and discussion of answers.  

Scope of the Course
In general terms, this course:  
(
Covers all major aspects of design theory as currently understood 
(
Reviews, but from a possibly unfamiliar perspective, aspects of design students might perhaps already be familiar with 
(
Explores in depth aspects they’re almost certainly not familiar with 
(
Provides clear and accurate explanations and definitions of all pertinent concepts 
(
Explains the relevance and achievements of design theory 
Classroom exercises are an integral part of the course, and attendee discussion and interaction are encouraged.  
Note:  When I teach this course myself, I use the following short questionnaire as a teaser, partly in order to give some idea of the course’s scope:  

1.
What's the difference between 3NF and BCNF?  

2.
Is it true that if a table has just two columns, then it's in 4NF?  

3.
Is it true that if a table has just one key and just one other column, then it's in 5NF?  

4.
Is it true that if a table is in BCNF but not 5NF, then it must be all key?  

5.
Is it true that 5NF tables are redundancy free?  

6.
What precisely is denormalization?  

7.
What's Heath's Theorem, and why is it important?  

8.
What's The Principle of Orthogonal Design?  

9.
What makes some JDs reducible and others irreducible?  

10.
What's dependency preservation, and why is it important?  

11.
Should data redundancy always be avoided?  Can it be?

12.
What's the chase?  

All of these questions have to do with design theory, and this course answers them all.  
Detailed Structure of the Course

The course overall consists of 18 separate topics (see below), grouped into six parts:  Part I sets the scene.  Part II discusses functional dependencies, Boyce/Codd normal form, and related matters.  Part III discusses join dependencies, “fifth” (projection/join) normal form, and related matters.  Part IV is concerned with orthogonal design.  Part V consists of an indepth investigation into the nature of data redundancy.  Finally, Part VI addresses a few miscellaneous topics.  
A synopsis of the 18 topics follows.  Note, however, that most of the topics can and should be split across several distinct sessions, at the instructor’s discretion.  PowerPoint slides are available, with suggested breakpoints within each topic.  
PART I
SETTING THE SCENE
Topic 1
Preliminaries
Some quotes from the literature.  Formal terminology.  Introducing the running example.  The role of keys (candidate, not primary).  The place of design theory.  
Topic 2
Prerequisites
Overview of pertinent aspects of the relational model.  Relations vs. relvars .  Predicates vs. constraints.  The Closed World Assumption and The Golden Rule.  Relational assignment; INSERT, DELETE, and UPDATE.  Predicates vs. propositions.  
PART II
FUNCTIONAL DEPENDENCIES, BOYCE/CODD NORMAL FORM, 

AND RELATED MATTERS
Topic 3
     Normalization: Some Generalities
Two purposes of normalization—beware confusion.  Update anomalies—two kinds.  Relevance of projection and join.  The normal form hierarchy.  The conventional normalization procedure.  Normalization and constraints.  
Topic 4
     FDs and BCNF (Informal) 
Intuitive treatment first.  Confusions surrounding first normal form.  Functional dependencies (FDs) as constraints.  Keys revisited.  Second normal form (2NF).  Third normal form (3NF).  Boyce/Codd normal form (BCNF)—the normal form with respect to FDs.  
Topic 5
     FDs and BCNF (Formal) 
Preliminary definitions: relations, constraints, keys, superkeys, subkeys, etc.  Functional dependencies as formal (uninterpreted) expressions.  Boyce/Codd normal form: “semantic” vs. “syntactic” definition.  Heath’s Theorem.  
Topic 6
Preserving FDs 
FD preservation: what it is, why it’s desirable, and why it can’t always be achieved.  Relevance to all steps of the normalization procedure (to BCNF).  A guaranteed 3NF procedure.  FD covers.  A guaranteed BCNF procedure.  Identity decompositions.  Independent projections.  
Topic 7
FD Axiomatization 
Armstrong’s axioms.  Their reasonableness.  Additional rules.  Using the rules.  Proving the additional rules.  Closure of a set of FDs.  Closure of a set of attributes.  
Topic 8
Denormalization 
“Denormalize for performance.”  What is denormalization?  What it isn’t.  Denormalization considered harmful.  Logical effects on update and constraint maintenance.  Logical effects on retrieval.  Performance assumptions and implications.  
PART III
JOIN DEPENDENCIES, FIFTH NORMAL FORM, 

AND RELATED MATTERS 
Topic 9
     JDs and 5NF (Informal) 
Intuitive treatment first.  A surprising fact.  Join dependencies (JDs) as constraints.  Cyclic rules.  Fifth normal form (5NF), also known as projection-join normal form (PJ/NF)—the normal form with respect to FDs.  
Topic 10
JDs and 5NF (Formal)

Join dependencies as formal (uninterpreted) expressions.  Fifth normal form: “semantic” vs. “syntactic” definition.  JDs implied by keys.  A useful theorem.  FDs imply JDs but aren’t JDs.  Update anomalies revisited.  
Topic 11
Implicit Dependencies 
Irrelevant JD components.  Combining components.  Irreducible JDs.  The chase algorithm.  
Topic 12
MVDs and 4NF 
Introductory example.  Multivalued dependencies (MVDs): informal.  MVDs (formal).  Fourth normal form (4NF).  Axiomatization.  Embedded dependencies.  
Topic 13
Additional Normal Forms 
Equality dependencies.  Sixth normal form (6NF).  Superkey normal form (SKNF).  Essential tuple normal form (ETNF).  Domain-key normal form (DK/NF).  Where next?  
PART IV
ORTHOGONALITY 
Topic 14
The Principle of Orthogonal Design 
Normalization principles reviewed.  Why normalization isn’t a panacea.  Orthogonality: more science.  Redundancy.  Tuples vs. propositions .  The Principle of Orthogonal Design.  
PART V
REDUNDANCY 
Topic 15
We Need More Science 
A little history.  Database design is predicate design.  Examples illustrating redundancy.  What is redundancy?—tentative definition.  Managing redundancy.  Refining the definition.  
PART VI
MISCELLANEOUS TOPICS 

Topic 16
Primary Keys Are Nice but Not Essential 
Primary vs. alternate keys (PKs vs. AKs).  Arguments in favor of the PK:AK distinction.  Relvars with more than one key.  The invoices and shipments example.  One primary key per entity type?  The applicants and employees example.  Conclusions.  
Topic 17
Redundancy Revisited 
Another kind of redundancy.  Redundancy free normal form (RFNF).  Relationship to other normal forms.  

Topic 18
Historical Notes 
A survey of the literature.  

